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ABSTRACT

The Journal of Studies in Language 38.3, 323-337. Recent studies have shown 

that recurrent neural language models (LMs) can understand sentences involving 

filler-gap dependency (Chowdhury & Zamparelli, 2018; Wilcox et al., 2018, 

2019). However, their behavior does not encode the underlying constraints that 

govern filler-gap acceptability. In this vein, significant issues remain about the 

extent to which LMs acquire specific linguistic constructions and whether these 

models recognize an abstract property of syntax in their representations. In this 

paper, following the lead of Bhattacharya and van Schijndel (2020), we further 

test whether the L2 neural LM can learn abstract syntactic constraints that have 

been claimed to govern the behavior of filler-gap constructions. To see this, we 

implement the L2 neural LM trained on the L2 corpus of English textbooks 

published in Korea for the last two decades, and then we test the representational 

overlap between disparate filler-gap constructions based on the syntactic priming 

paradigm. Unlike the previous studies of L1-neural LMs, we could not find 

sufficient evidence showing that the L2 neural LM learns a general representation 

of the existence of filler-gap dependency and the shared underlying constraints.

(Dongguk University)
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본인이 투고한 논문은 다른 학술지에 게재된 적
이 없으며 타인의 논문을 표절하지 않았음을 서
약합니다. 추후 중복게재 혹은 표절된 것으로 밝
혀질 시에는 논문게재 취소와 일정 기간 논문 제

출의 제한 조치를 받게 됨을 인지하고 있습니다.

1. Introduction

In recent years, neural (-network) language models (LMs) have been proven to 

be excellent at a wide range of linguistic tasks (Gulordava et al., 2018; Tenney et 

al., 2019; van Schijndel and Linzen, 2018; Wilcox et al., 2018). Researchers in 

the vein of the present study generally take pretrained Long Short-Term Memory 

(LSTM) LMs and investigate whether these LMs have learned a broad range of 

linguistic phenomena (e.g., agreement prediction task, reduced relative clauses, 

filler-gap dependencies, etc.). In general, their achievement stems from the 

representations that they learn from data. Since syntax plays an important role in 

language processing, properly encoding syntactic information is crucial to 

- This work was supported by the Ministry of Education of the Republic of Korea and the National Research Foundation of Korea 

(NRF2018S1A5A2A03031616). 
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making these models successful in language tasks. A rich literature has emerged in the last few years addressing these 

questions taking inspiration from the methodologies in psycholinguistics, neurolinguistics, and theoretical linguistics 

(Baroni, 2021; Ettinger, 2020; Futrell et al., 2019). Uncovering what a RNN (Recurrent Neural Networks) is actually 

representing is tricky, but many previous works expand the toolkit of neural network techniques by drawing on the 

syntactic priming paradigm, a central tool in psycholinguistics for analyzing human syntactic representations (Bock, 

1986). This method dictates that when subjects (or LMs) receive some inputs, their prediction for structurally similar 

subsequent input will temporarily increase relative to their prediction for structurally different inputs. We can infer that 

the representations of prime sentences are more similar to each other than other input sentences. This approach allows 

us to reconstruct the organization of the LM’s syntactic representational space. Once one is primed with sentences with 

a specific structure, subsequent sentences with a shared structure will tend to show decreased surprisal responses 

relative to those with different structures. 

Here, we try to provide new evidence for whether the L2 neural LM can properly learn the abstract properties of 

syntactic structures by investigating filler-gap dependencies and constraints on them, known as syntactic islands. 

Previous works have reported that the neural LM can track abstract properties of the sentence involving filler-gap 

dependencies in English, but the learned representations are too abstract to correctly probe behavior in behavioral 

probing experiments. Therefore, using a novel experiment method that incorporates a syntactic priming paradigm into 

RNN’s ability to encode structural information, we investigate how the representations of filler-gap dependencies are 

organized in an L2 neural LM’s representation space. 

The structure of the paper is as follows. Section 2 introduces syntactic priming effects as the theoretical background 

of our experiments. Section 3 reviews Bhattacharya and van Schijndel (2020) study in detail. Section 4 examines the L1 

neural LM’s behaviors as a baseline. Section 5 introduces the implementation of the L2 neural LM. Section 6 gives the 

L2 LM’s outputs. Section 7 discusses the results of our experiments. Section 8 wraps with a conclusion. 

2. Syntactic Priming Effects

To date, it is a widely well-known fact that people have a tendency to repeat the types of sentences they use during 

language production. For example, let us assume that the priming sentences have two types: (ⅰ) The prepositional- 

object dative sentence, such as “A man passed a book to his son.” (ⅱ) The double-object dative sentence, such as “A 

man passed his son a book.” People have shown robust tendencies to repeat prepositional datives after a prepositional 

dative prime and vice versa effects. A much-cited study by Bock (1986) showed priming effects that were clearly 

syntactic in nature. Evidence for syntactic priming is taken as evidence for the cognitive reality of syntactic rules. Also, 

the observed priming effects can be cumulative or long-lasting. In other words, sentences with a shared structure Sx turn 

out to process easily when encountered by x sentences with the same structure Sx than when preceded by sentences with 

a different structure Sy (Kaschak et al., 2011). With the increased exposure to a structure, people begin to predict the 

structure with a greater probability (Chang et al., 2006).

Based on this tradition, many previous works turn to syntactic priming to investigate whether the neural LM can 

encode structural information in their representations. If the model was primed for a specific syntactic structure, it can 

recognize that structure and therefore has learned a representation for it. Then, the LM’s surprisal upon receiving 
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specific input decreases as it receives subsequent similar inputs; one could cumulatively prime a model by adapting it 

toward a certain class of input (van Schijndel and Linzen, 2018). 

Using the syntactic priming paradigm, van Schijndel and Linzen (2018) proposed a simple way to continuously 

adapt/prime a neural LM and tested the method’s plausibility. They reported that LM adaptation significantly improved 

LM’s ability to predict human reading times using the LM. Also, using materials that teased apart lexical content from 

syntax, they showed that the model adapted both its lexical and syntactic predictions, in line with findings from human 

experiments. Later, Prasad et al. (2019) explored how LSTM LMs represent sentences with relative clauses (RCs). They 

found that sentences with a particular type of RC were most similar to other sentences with the same type of RC in the 

LM’s representation space. Importantly, they demonstrated that the similarity between sentences was not driven merely 

by specific lexical items showing that the LMs tracked abstract properties of the sentence. Also, Bhattacharya and van 

Schijndel (2020) probed for abstract syntactic constraints that have been shown to govern the behavior of filler-gap 

dependencies across different surface constructions. They used cumulative priming to test for representational overlap 

between filler-gap constructions in English and reported that the LMs learned a general representation for the existence 

of filler-gap dependencies. We will review Bhattacharya and van Schijndel (2020)’ experiment in detail in the following 

section. Before leaving the section, it is worth noting Sinclair et al.’s (2022) study. They focused on the extent to which 

neural LMs are susceptible to syntactic priming. They explored how priming can be used to study the nature of the 

syntactic knowledge acquired by these LMs. In doing so, they reported surprisingly strong priming effects when 

priming with multiple sentences and concluded that the syntactic priming paradigm is an additional tool for gaining 

insights into the capacities of LMs. 

Given these, we agree that the syntactic priming paradigm is the beneficial method to look into the organization of the 

LM’s syntactic representational space. Especially, cumulative priming enables us to examine how sentences are similar 

to each other in LM’s representation space in the same vein that non-cumulative priming does. In this paper, based on 

cumulative priming paradigm, we create an elaborate experimental method to examine the priming behavior of the L2 

neural LM. Before reporting our results, we will review Bhattacharya and van Schijndel’s experiments which is a basis 

for the subsequent discussion in Section 5.

3. Bhattacharya and van Schijndel (2020)

Bhattacharya and van Schijndel (2020) employed cumulative priming paradigm to test for representational overlap 

between disparate filler-gap constructions. In general, filler-gap dependency means dependency between a filler and a 

gap, which is an empty syntactic position. Crucially, filler-gap dependencies are subject to a number of structural 

positions that prevent the filler and the gap from entering into a dependency with each other (Ross, 1967). Given this, 

they created eight types of filler-gap constructions whose behavior is governed by a variety of different underlying 

constraints, as described in Table 1. 

Previous studies have shown model understanding of filler-gap dependencies by investigating model performance on 

individual construction types rather than the underlying constraints that might govern them (Wilcox et al., 2018, 2019). 

Bhattacharya and van Schijndel are inspired by the logic of the subject-verb agreement probing task (e.g., Linzen et al., 

2016). Following this study, they assumed that a model that understands filler-gap dependencies should assign greater 
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probability to grammatical filler-gap dependencies than to ungrammatical filler-gap dependencies. It is also a 

well-known fact that certain properties are shared within filler-gap constructions, giving rise to the hypothesis in the 

syntax literature that there are shared constraints that underlie multiple different filler-gap constructions. So, they 

investigated whether models recognize four underlying filler-gap constraints that have been widely studied in syntax 

(e.g., L-marking, Subjacency, ECP, and Discourse-linking). In particular, they focused on whether multiple 

constructions that are governed by a single constraint share any representational features that are not present in other 

constructions. If such representational overlap exists, it could be a signal that the models do recognize the underlying 

constraints but that their representation is too weak to correctly choose acceptable/unacceptable sentence pairs.

As mentioned in Section 2, cumulative priming has been introduced as a method for probing the linguistic 

representations encoded in RNNs (Lepori et al., 2020; Prasad et al., 2019; Sinclair et al., 2022; van Schijndel and 

Linzen, 2018). If one construction primes a different construction, there is representational overlap between the two 

constructions within the model. Therefore, this method allows to separate abstract linguistic knowledge from surface 

heuristics. Using this approach, they examined a number of different types of syntactic constructions involving 

filler-gap dependencies. In what follows, we will introduce eight types of syntactic constructions and four underlying 

syntactic constraints in great detail.

3.1 Island constructions

First, an adjunct island is formed from an adjunct clause. Adjunct clauses include clauses introduced by because, if, 

when and relative clauses. Wh-movement is not possible out of an adjunct clause, as illustrated in (1). 

(1) a. He went school because he needed to do that?

b. *What did he go school because he needed to do _?

A wh-island is formed by an embedded sentence which is introduced by a wh-word. Extraction out of a wh-island 

1) They denote the influence with +/-. For example, adjunct island extraction are unacceptable because they violate ECP, while object 

extracts are acceptable because they adhere to ECP. Discourse-Linking is an optional shared feature that can make some unacceptable 

constructions more acceptable. 

Table 1. Island constructions and the associated underlying constraints1)

Construction Examples L  S  E D

Adjunct island *What does he speak a Balkan language because I speak_ ?  -        -

Wh-island *Whom did Sam ask what Jon told _ ?   -  (+)

Subject island *Who is that _ went home likely?  -   -    -

Left branch island *Whose does Eric like _ boat?  -  (+)

Coordinate structure island *What does John like _ and beans?           +

Complex NP island *Who do they have a window that opens _ ?  -

Object extraction Who is it probable that Bill likes _ ? +        +  (+)

Non-bridge verb island *Where did Alex whisper that Bill fell asleep _ ?      ?    ? 
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results in an ungrammatical sentence, as shown in (2). 

(2) a. John wonders who fixed the machine.

b. *What does John wonder who fixed _ ? 

Third, let us introduce a subject island construction. Wh-movement is not possible out of a subject clause or a subject 

phrase, as in (3). 

(3) a. The story about Mary was interesting. 

b. *Whom was the story about _ interesting? 

Left branch islands involve noun phrases with modifiers such as possessive determiners and attributive adjectives. 

These preceding modifiers of noun phrases cannot be extracted out of them, as described in (4). 

(4) a. John hates Mary’s cat. 

b. *Whose does John hate _ cat? 

In coordination, extraction out of a coordinate structure is allowed only if this extraction affects both the conjuncts of 

the coordinate structure equally, as in (5) and (6). 

(5) a. Mary passed [a pencil] and [a ticket]. 

b. *What did Mary pass [a pencil] and _ ? 

c. *What did Mary order _ and [a ticket]?

(6) a. John [gave a pencil to me] and [passed a notebook to you]. 

b. What did John [give _ to me] and [pass _ to you]? 

It is also a well-known fact that wh-extraction is difficult from out of a complex noun phrase. This constraint comes 

in two varieties. The first is banning extraction from the clausal complement of a noun, and the second is banning 

extraction from a relative clause modifying a noun, as below: 

(7) a. Tom heard the rumour that Mary speaks Korean. 

b. *What did Tom hear the rumour that Mary speaks _?

(8) a. They followed someone who speaks a Balkan language.

b. *What a Balkan language did they follow someone who speaks _? 

Object extraction is allowed when a filler-gap dependency obtains into an object clause or phrase. Contrary to subject 

islands, object extraction yields grammatical sentences, as shown in (9) and (10). 

(9) a. He told me that his father is a professor.

b. His father, he told me _, is a professor. 



328 ∙ Choi, Sunjoo ‧ Yun, Yungdo ‧ Park, Myung-Kwan

The Journal of Studies in Language Vol. 38, No. 3, 2022

(10) a. It is important to interview Jane to our magazine. 

b. Who is it important to interview _ to our magazine? 

Non-bridge verb islands prohibit extraction out of verb-complement that-clauses when the matrix verb is a 

non-bridge verb. In general, non-bridge verbs mean manner-of-speaking verbs, such as whisper or shout. 

(11) a. He whispered that she had died in her sleep.

b. *How did he whisper that she had died _?

(12) a. He thinks that she died in her sleep.

b. How does he think that she died? 

Furthermore, they analyze four underlying syntactic constraints that have been hypothesized to associate the behavior 

of the above eight constructions. In what follow, we briefly discuss four underlying syntactic principles. 

3.2 Associated Constraints

Subjacency (Chomsky, 1973) is a general syntactic locality constraint on movement. The subjacency principle means 

that extraction is only allowed if all landing site positions that intervene between the filler and the gap are unfilled 

during the extraction process. If the positions are filled with another lexical item, extraction is not allowed and the 

resulting filler-gap dependency is deemed ungrammatical. The subjacency constraint can be observed in the examples 

of wh-islands, subject islands, left branch islands, and complex NP islands. 

The Empty Category Principle is a syntactic constraint requiring that a gap be properly governed. To fulfill this, gaps 

must be identifiable as empty positions in the surface structure of a sentence, which permits a tree structure to remember 

what has happened at earlier stages of a sentence’s derivation. Adherence to this constraint makes extraction of a 

wh-word from a subject or adjunct position ungrammatical, while extraction from an object position or from a 

coordinate structure island is grammatical. 

L-marking (Chomsky, 1986) is a process that defines the types of categories that act as barriers to movement, 

including extraction. A category is L-marked if and only if it gets its theta role from a lexical head. For example, a direct 

object in English directly receives a theta role from a main verb, unlike a subject or an adjunct. Extraction is allowed 

only when it occurs out of an L-marked phrase, as in object extraction but not in adjunct or subject islands. 

Discourse-linking (Pesetsky, 1987) denotes that there is a pre-existing contextual relationship between a filler and its 

associated noun phrase (e.g., which woman). Left branch island extractions and wh-island extractions become more 

acceptable when a D-linked wh-phrase undergoes extraction. We show this below using data involving wh-island 

extraction. 

(13) a.?? Which card did Mary ask why Tom give _ ?

b. *What did Mary ask why Tom give _ ?
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According to Bhattacharya and van Schijndel (2020), D-linking is an optional feature that can be added to filler-gap 

constructions; it isn’t something that can be violated. Therefore, they only test constructions that adhere to D-linking 

such as an example of (13a). They generated 40 sentences per construction type, partitioned into a prime set (15 

sentences) and a test set (25 sentences). 

Given these classifications, they analyzed five of the highest performing models released by van Schijndel et al. 

(2019). The models are 2-layer LSTM with 400 hidden units per layer, each with a unique random initialization, trained 

on 80 million training tokens of English Wikipedia data.

4. L1 Results

4.1 Probing Filler-gaps via the L1 neural LM

In general, a positive effect means that the LM produced more accurate predictions in a given class, while a negative 

effect means the opposite. However, adaptation effects are hard to interpret on their own. Following Prasad et al. 

(2019), they defined a class of interest and compared within-class adaptation effects to cross-class adaptation effects. 

However, as pointed out by Kodner and Gupta (2020), spurious correlations may be introduced during stimulus 

selection. Given this possibility, they further compare to null-primed models, which use the same original models but 

prime them on prime sets whose sentences are shuffled at the word level, as shown in (14). 

(14) a. *What did she go to buy a gift because she is _ ?

b. *because a did she is to go gift she ? buy what? 

These sentences do not contain any filler-gap dependencies. The adaptation effect from the null-priming experiment 

represents lexical priming. Therefore, filler-gap knowledge is reflected in any adaptation effect over the null-priming 

effect. Based on this assumption, they tested whether the models could represent the overall existence of a filler-gap 

dependency. To examine this, they separated stimuli into totally acceptable constructions (e.g., object extraction, bridge 

verb extraction, left branch extraction, and coordinate structure extraction) and totally unacceptable constructions (the 

remaining constructions). Then, they investigated whether grammatical constructions can prime ungrammatical 

constructions and vice versa. The results are illustrated in Figure 1.

Fig. 1. Adaptation effect produced by the existence of a filler-gap dependency (Bhattacharya and van Schijndel 2020: 6)2)
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They discovered that grammatical constructions primed ungrammatical constructions beyond the baseline shuffled 

adaptation effect. The results indicated that the models have learned how to process ungrammatical items with apparent 

filler-gap dependencies. Furthermore, ungrammatical items primed grammatical items in a similar fashion. The models 

properly encoded a representation of filler-gap existence that is shared across constructions. 

4.2 Probing Filler-Gap Constraints via the L1 neural LM

Next, they considered constraint-specific priming to investigate whether the abstraction of filler-gap dependency has 

a shared sub-structure that would indicate an understanding of the filler-gap constraints. In the second experiment, they 

used baseline adaptation effect from priming on sentences that do not share a constraint rather than using shuffled 

sentences. The results are illustrated in Figure 2 and Figure 3. They divided constructions that adhere to or violate 

specific constraints. 

Fig. 2. Adaptation effect due to D-linking adherence and Subjacency violation (Bhattacharya and van Schijndel 2020: 7)3)

According to Figure 2, adherence to D-linking primed subsequent adherence to D-linking significantly more than 

simple filler-gap existence did, as indicated by the first and the second bars. We can infer that the models have an 

abstract representation of D-linking. For subjacency, simple existence of filler-gap primed the model significantly more 

than other construction involving subjacency, as represented by the first and the second bars. 

Fig. 3. Adaptation effect due to L-marking and ECP (Bhattacharya and van Schijndel 2020: 7)4)

2) For each bar graph, the first bar represents the priming of a construction by using constructions from other constraints (that is, the 

baseline filler-gap priming effect). The second bar represents priming of each construction with other constructions of the same type. 

The last bar represents priming of each construction with other constructions governed by the same constraint. 

3) For each bar graph, the first bar represents the priming of a construction by using constructions from other constraints (that is, the 

baseline filler-gap priming effect). The second bar represents priming of each construction with other constructions of the same type. 

The last bar represents priming of each construction with other constructions governed by the same constraint. 
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Constructions involving L-marking and ECP produced significantly more priming in the mismatched adherence 

condition (adherence priming violation; violation priming adherence) than the matched adherence condition (adherence 

priming adherence; violation priming violation). The results showed that models could not learn these constraints 

properly. Even though matched adherence in ECP showed significantly greater priming than filler-gap existence, the 

effect was even more significant for mismatched adherence. Based on the findings, they concluded that RNN language 

models could not go beyond representing the existence of filler-gap dependencies to representing any of the shared 

underlying constraints they studied in this section. 

Considering the observed L1 neural LMs behaviors, we try to investigate how the L2 neural LM is susceptible to 

syntactic priming paradigm, compared to its L1 counterparts. In particular, we explore whether the L2 neural LM can 

recognize different kinds of filler-gap constructions and understand a variety of different underlying filler-gap 

constraints. To see this, we create the L2 neural LM trained on the L2 corpus of English textbooks published in Korea. 

Following the benefits from cumulative priming paradigm, we explore the extent to which L2 neural LM can learn 

abstract linguistic representations. We now explain how our experiments are designed to implement the same 

experiments that Bhattacharya and van Schijndel (2020) carried out.

5. Experimental Configuration

As mentioned above, given the L1 LM’s results, we investigate whether the L2 neural LM can recognize abstract 

concept of filler-gap dependency in English and encode the syntactic filler-gap constraints. We replicate the 

experimental design of Bhattacharya and van Schijndel (2020)’s experimental configuration. Several recent papers 

have highlighted that recurrent neural network LMs understand filler-gap dependencies (Bhattacharya and van 

Schijndel, 2020; Chowdhury and Zamparelli, 2018; Wilcox et al., 2018, 2019). We leverage an analogy from 

psycholinguistic syntactic priming to test whether the L2 neural LM is able to encode abstract properties of filler-gap 

dependencies. As mentioned in the previous section, cumulative priming has been introduced as an useful method for 

probing the linguistic representations encoded in RNNs (Lepori et al., 2020; Prasad et al., 2019; van Schijndel and 

Linzen, 2018). The method involves fine-tuning pretrained models for a single epoch with a small amount of additional 

training data. In other words, if one construction primes a different construction, we can infer that there is a 

representational overlap between the two constructions within the model. In what follows, we now introduce how the 

L2 neural LM is trained based on pre-existing LSTM LM. 

5.1 The L2 Neural Language Model

We followed the model known as the Gulordava LSTM LM, which was pre-trained on 90 million words of English 

Wikipedia articles. The Gulordava model successfully learned the number agreement dependency between a subject 

4) For each bar graph, the first bar represents priming of a construction with constructions from other constraints (that is, general filler-gap 

priming effect). The second bar represents priming of each construction with other constructions of the same type. The third bar 

represents adherence priming adherence and violation priming violation. The last bar represents adherence priming violation and 

violation priming adherence. 
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and its verb, even when there are intervening elements. Following the Gulordava model architecture, we created the L2 

neural LM for our purposes. The implementation of the L2 neural LM5) was achieved on the training datasets collected 

from the EBS-CSAT English Prep Books published in 2016∼2018 as well as from the English textbooks for Korean 

English L2ers based on the English 11 middle-school and L2 high-school textbooks published in Korea in 2001~2002 

and on the English 19 middle-school and 12 high-school textbooks published in Korea in 2009~2010 (Choi et al., 2021; 

Choi and Park, 2022a, 2022b, 2022c; Kim, 2020). We collected 7.9 million tokens from English textbooks for Korean 

L2 learners of English. Furthermore, we developed a data augmentation algorithm based on the textbook corpus to 

augment the training tokens to an additional dataset of 5.1 million tokens. This strategy allowed us to increase the 

amount of training data. Totally, we gathered a dataset of 13 million tokens for training the L2 neural LM.

The surprisal values are averaged across the entire sentence. To calculate an appropriate adaptation effect for 

analysis, we subtracted out the predicted linear relation between the original model’s test performance and the size 

of the final priming effect, as L1 model did. This method reflects the interaction of the original model with the 

priming set. Greater values of the adaptation effect mean greater similarity between adaptation sentences and test 

sentences. 

6. Results

6.1 Probing Filler-Gaps via the L2 neural LM

First, we test whether the L2 neural LM can recognize the overall existence of a filler-gap dependency. As mentioned 

in Section 3, we also separate stimuli into totally acceptable constructions (e.g., object extraction, bridge verb 

extraction, instances of left branch extraction, and coordinate structure) and totally unacceptable constructions (the 

remaining constructions). Then, we see whether grammatical constructions can prime ungrammatical constructions and 

ungrammatical constructions can prime grammatical constructions, as L1 neural LMs do. 

Figure 4 illustrates differential adaptation effects for filler-gap dependencies compared to its L1 counterparts. In all 

cases, the effect remained a large negative number beyond the baseline shuffled adaptation effect (as represented by the 

first bars). However, there was a slight difference for several conditions. Ungrammatical constructions slightly primed 

grammatical constructions and grammatical constructions slightly primed grammatical constructions. These results 

suggest that the L2 neural LM does not properly contain a representation of filler-gap existence that is shared across 

constructions. Also, as shown in the first bars, the adaptation effect from null-priming (e.g., lexical priming) was greater 

than when the adaptation and test sets involving multiple different filler-gap constructions. 

5) We trained the L2 LSTM language model by employing 13 million tokens that Korean English learners may encounter in their English 

learning. The L2 LSTM LM was adopted for its previous success in learning a range of different syntactic structures such as filler-gap 

dependencies (Kim, 2020), linguistic anomalies (Choi et al., 2021), the dative alternation (Choi and Park, 2022a), relative clauses (Choi 

and Park, 2022b), modeling human expectations (Choi and Park, 2022c). 
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Fig. 4. The L2 adaptation effect observed by the existence of a filler-gap dependency6)

The results are striking that the L2 neural LM could not track any sentences involving filler-gap dependency. In what 

follows, we test whether the observed behavioral findings were influenced by four underlying filler-gap constraints that 

have been studied widely in the syntax literature. To reiterate, we investigate the extent to which the L2 neural LM 

shows the negative value of the adaptation effect. In doing so, we anticipate finding further evidence for the observed 

patterns from the L2 neural LM compared to its L1 counterparts. 

6.2 Probing Filler-Gaps Constraints via the L2 neural LM

As mentioned in the previous section, the L2 neural LM failed to represent the existence of filler-gap dependencies. 

However, we go further to investigate the extent to which a variety of different underlying constraints influence a neural 

LM’s expectation for filler-gap dependencies. In this section, we set the baseline value involving the adaptation effect 

from priming on sentences that do not share a constraint. A deep understanding of a constraint shows the fact that 

constraint adherence would prime subsequent adherence more than subsequent violation and constraint violation would 

prime subsequent violation more than subsequent adherence. Our results are shown in Figures 5 and Figure 6. 

Since the L2 neural LM could not track the simple existence of filler-gap constructions, we do not expect the L2 

neural LM to understand abstract filler-gap constraints. As expected, the L2 neural LM does not go beyond representing 

the existence of filler-gap dependencies to recognize D-linking and Subjacency violations, as illustrated in Figure 5. 

Even though the priming effect disappears, adherence to D-linking primed subsequent adherence to D-linking more 

than simple filler-gap existence (p < 0.001)7). For subjacency, other constructions involving subjacency (as represented 

by the last bar) primed the model more than the simple existence of filler-gap construction (p < 0.001), while the 

observed effects were negative. The L2 neural LM did not have an abstract representation of subjacency that modulates 

filler-gap acceptability in a predictable way. 

6) The first bars represent priming a construction type from null-prime baseline (that is, shuffled adaptation effect).

7) As Bhattacharya and van Schijndel (2020) did, we reported significance determined by two-sample t-tests. 
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Fig. 5. The L2 adaptation effect due to D-linking adherence and Subjacency violation

Let us introduce the adaptation effect from constructions involving L-marking and ECP. As shown in Figure 6, the L2 

neural LM assigned low probability to sentences involving L-marking and ECP. While we did not find evidence that the 

L2 model can learn abstract underlying constraints, constructions involving L-marking showed more priming in the 

matched adherence condition than in the mismatched adherence condition (p < 0.05). Matched adherence in L-marking 

produced greater priming than general filler-gap existence (p < 0.05). These behaviors are observed in constructions 

involving ECP. However, constructions involving ECP showed more priming in the mismatched adherence condition 

than the matched adherence condition. As illustrated in Figure 5, this effect was not statistically significant (p = 0.6). 

We conclude that the L2 neural LM did not have an abstract representation of ECP and L-marking that modulate 

filler-gap acceptability in a predictable way.

Fig. 6. The L2 adaptation effect due to L-marking and ECP
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7. Discussion

Our results do not support previous behavioral findings that recurrent neural language models can learn abstract 

concept of filler-gap dependency constructions (Bhattacharya and van Schijndel, 2020; Chowdhury and Zamparelli, 

2018; Wilcox et al., 2018, 2019). Even though the adaptation effects across the constraints were greater than the 

baseline adaptation effects, all the cases assigned a lower probability to the sentences involving filler-gap dependencies. 

These behaviors are the opposite of the L1 results. In other words, the grammatical and ungrammatical sentences 

involving apparent filler-gap dependencies do not properly predict the existence of subsequent filler-gap dependencies. 

Furthermore, our results indicate that the L2 neural LM does not recognize any of the syntactic filler-gap constraints. 

This observed patterns are shown in our L1 counterpart models. In this sense, we also provide evidence that Chaves 

(2020) was correct that recurrent neural language models do not fully understand filler-gap constructions. 

As noted in the previous section, we select the L2 neural LM considering its previous success in learning several 

different syntactic structures. Given the L2 LM’s noticeable performance, it was unexpected that the L2 neural LM 

could not learn to attenuate their expectations for gaps in island constructions. Earlier work on syntactic priming in L2 

LSTM LMs by Kim (2020) studied whether they learned filler-gap dependency by examining the interaction between a 

wh-filler and a gap. Kim concentrated on the correlation between the amount of English sentences by investigating what 

L2 neural LMs can learn about implicit syntactic relationship. By implementing two different L2 LMs modulating the 

size of training data, Kim reported that the LMs for L2ers are sensitive to different contexts involving filler-gap 

dependency. Also, she found that there exists a significant difference between two L2 neural LMs in terms of learning 

filler-gap dependencies. In this sense, we need more priming sets to observe the anticipated priming effects, as Kim 

(2020) and Bhattacharya and van Schijndel (2020) did. As Bhattacharya and van Schijndel indicated, our priming sets 

consisted of 15 items and the constraints involve fewer surface cues. We assume that increasing the amount of priming 

data would produce qualitatively different effects. We will test how the size of training data influences the ability of an 

LM to process language and the adaptation effect in future research. 

8. Conclusion

Drawing on the syntactic priming paradigm from psycholinguistics, we investigated whether the L2 neural LM can 

acquire the abstract concept of filler-gap dependency. In so doing, we assessed to what extent the L2 neural LM can 

process language similarly to Korean L2 learners of English. Our results showed that the L2 neural LM failed to encode 

a representation of filler-gap existence and its shared underlying constraints. The L2 neural LM continuously produced 

a negative adaptation effect in a series of experiments. The priming behavior of the L2 LM raises a question about 

whether language models properly recognize an abstract notion of syntax in their representations. A more examination 

of this important issue is left for future study. 
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